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Abstract— The GridStix wireless sensor network platform is a 

combination of custom embedded node hardware and Lancaster’s 
Open Overlays middleware. The first version of this platform has 
been deployed and evaluated in a flood monitoring and warning 
scenario since 2006. This paper reviews the design of the GridStix 
platform and reflects on our deployment experiences and on how 
the hardware and software have evolved over the past two years 
to meet application demands. Some performance details on the 
latest version of the platform (i.e. GridStix2) are also provided. 
 

Index Terms—Middleware, Wireless Sensor Networks, 
Networking 
 

I. INTRODUCTION 

HE GridStix Wireless Sensor Network (WSN) platform 
was originally developed in collaboration with 
hydrologists from Lancaster University’s Environmental 

Science department. GridStix provide rich support for 
environmental monitoring and specifically river flood 
prediction using a combination of powerful embedded 
hardware and component-based runtime-reconfigurable 
middleware. GridStix support ‘classic’ WSN functionality, 
such as the dissemination of data from a large number of 
sensor nodes to lab-based environmental models, along with 
rich support for in-network computation and adaptation.  

In-network computation is used by hydrologists to support 
image-based flow measurement and on-site flood modeling. 
Image-based flow measurement is an emerging technique for 
measuring flow rates using cheap digital imaging hardware [1]. 
On-site flood modeling uses computationally-simple point 
prediction models [2] which execute on the sensor nodes 
themselves. This increases the timeliness of flood warnings 
and also increases system robustness. 

The initial GridStix hardware platform was based on the 
GumStix embedded computing platform [24], plus 802.11b 
and Bluetooth networking support [3]. However, the demands 
of the environment in which the system operates have since 
necessitated that we extend this hardware with additional 
features including low-power networking and new sensing 
functionality [4]. From 2006 to 2007, 15 GridStix were 
deployed on the River Ribble in North West England, during 
which time GridStix proved to be a versatile environmental 
monitoring platform. A similar system is currently being 
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deployed to support flood monitoring on the River Dee in 
North Wales. 

Each GridStix runs our ‘Open Overlays’ middleware 
framework [6] which supports flexible overlay-based virtual 
networking functionality, and is part of the larger GridKit [5] 
middleware platform. In turn, Open Overlays is built upon the 
reflective, run-time reconfigurable OpenCOM [7] component 
model. As Open Overlays is based on OpenCOM, it inherently 
supports reflection and run-time reconfiguration, making the 
platform extremely flexible.  

By exploiting environmental awareness elements into 
GridStix, including the predictions of the above-mentioned on-
site flood models along with internal resource awareness, we 
have explored how the run-time reconfigurability capability of 
Open Overlays may be exploited to optimize Gridstix for 
different environmental conditions [6]. This has necessitated a 
number of extensions to Open Overlays, including support for 
distributed run-time reconfiguration and the development of a 
number of WSN-centric overlays. Our current work on the 
GridStix platform explores the benefits of radical system 
reconfiguration wherein both the networking and 
computational platform may be reconfigured in order to 
optimize the system. 

This paper surveys both the hardware and software 
elements of the GridStix platform and discusses how the 
platform has evolved to meet ongoing environmental and 
technical challenges. The remainder of the paper is structured 
as follows. Section II describes the evolution of the GridStix 
hardware. Section III describes the evolution of the Open 
Overlays middleware. Section IV presents details of the latest 
extension to the middleware – our low power Dust overlay CF. 
Section V discusses related work. Finally, section VI 
concludes. 
 

II.  HARDWARE PLATFORM 

The GridStix hardware platform has evolved significantly 
since its original incarnation, to deal with various technical 
and environmental challenges [3], [4]. Our initial design was 
influenced strongly by the high computational and networking 
requirements of on-site flood modeling and image-based flow 
analysis. As a result, the initial GridStix platform proved 
capable, but also power hungry. This shortcoming led us to 
integrate low-power networking hardware which, in 
combination with Open Overlay’s support for dynamic 
reconfiguration [6], allowed us to fall back to low power 
configurations when flooding was not envisaged. More 
recently we have begun experimenting with radical 
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reconfiguration policies in which we adapt both the 
networking and the computational elements to best suit 
environmental conditions. The evolution of our hardware 
platform is described in more detail in sections A to C below. 

 

A. GridStix 1.0: A ‘Powerful Mote’ 

The original GridStix platform was based on the GumStix 
embedded computing platform [3], which was selected based 
on its support for the following three key requirements: 
 

�  Support of a variety of sensors, from traditional water 
depth sensors to more novel sensors such as digital 
imaging hardware. 

�  High bandwidth, long-range wireless networking 
suitable for supporting image-based flow analysis. 

�  Availability of sufficient resources to support the Open 
Overlays software platform and the above-mentioned in-
network computation scenarios. 

 
Each GumStix is roughly the size of a pack of gum and is 

equipped with a 400 MHz Intel XScale PXA255 CPU, 64Mb 
of RAM and 16MB of flash memory. These hardware 
resources support the execution of a standard Linux kernel and 
Java virtual machine, making GumStix inherently compatible 
with the Open Overlays middleware. Furthermore, the 
PXA255 is capable of supporting both image-based flow 
measurement and on-site flood modeling. The high-
performance GumStix platform was chosen over devices such 
as Berkley Motes [8] because, while these latter devices have 
modest power requirements, they do not have sufficient 
computational power to support the required in-network 
computation. 
 

 
Figure 1 – GridStix 1.0 Deployed on the Ribble 

 
In terms of sensors, each GumStix was outfitted with a 

pressure-based depth sensor, connected via the ADC of the 
‘RoboStix’ expansion board [8]. A subset of GridStix nodes 
were additionally equipped with digital imaging hardware 

connected to the wired Ethernet port of the ‘NetCF’ expansion 
card. In terms of networking, each GridStix was equipped with 
802.11b/g and Bluetooth network hardware, where the latter is 
used to provide ad-hoc communication. A small number of the 
devices were also equipped with a GPRS modem for 
transmitting and receiving data from off-site.  

To address the power requirements of the GumStix, each 
node was outfitted with a small solar array. Initially we 
supplied each node with two 2.5W 15CM2 mono-crystalline 
solar panels. Unfortunately, this proved insufficient to provide 
power during the dark British winter months. To address this, 
from 2007 onwards we equipped all GridStix with a four panel 
array. In both cases the solar array trickle-charges a 7AH 12V 
gel battery, which in turn powers the GumStix. To minimize 
the effects of harsh weather, flooding and vandalism, we house 
the devices in durable, water-tight containers and enclose all 
external wiring in resilient piping. A first-generation GridStix, 
deployed on the River Ribble is shown in Figure 1 below. 
 

B. GridStix 1.5: Low Power Networking 

While the GridStix 1.0 platform met the highest demands 
of our flood prediction application in terms of computational 
and networking resources, it soon became evident that during 
quiescent periods, the system was largely idle and wasted a 
significant amount of battery life. As neither on-site flood 
modeling nor image-based flow measurement is necessary 
when flooding is unlikely, it became apparent that we could 
conserve significant power by reconfiguring the platform to 
behave like a ‘classic’ WSN during these periods - relaying 
only small amounts of sensor data from the 15 depth sensors to 
the GSM gateway. Supporting this form of reconfiguration 
required both hardware and software extensions (the latter are 
described in section III). 

In order to provide hardware support for this new design, 
we added low power 433MHz serial radio modules to the 
GridStix platform [4]. These radio modules consume 
significantly less power than either Bluetooth or 802.11b/g and 
are suitable for the low-bandwidth dissemination of data from 
sensor nodes during quiescent conditions. Though it offers 
only 19.2kbps of bandwidth, the 433MHz radio consumes only 
26mA while transmitting. This is significantly less than the 
GridStix Bluetooth radio at 72mA, or 802.11b/g at 218mA.  

While this low power networking hardware increased 
battery life during quiescent conditions, the GumStix still 
consumed a significant amount of power even when idle at 
72mA. Our first attempt to address this problem was to extend 
the ATMEGA128-based RoboStix expansion board (which is 
used primarily to connect analogue sensors) with a low power 
radio, flash memory and real-time clock – essentially 
transforming it into a low power mote platform. The RoboStix 
and GumStix were linked via the I2C bus so that the RoboStix 
could operate in either ‘master’ or ‘slave’ mode. In slave 
mode, the low-power ‘mote’ acts as an expansion board for the 
GridStix, adding low power radio, flash memory and real-time 
clock. In master mode, the GridStix is put to sleep and the 
low-power ‘mote’ implements basic wireless sensor network 
functionality. The necessary software functionality was 



> REPLACE THIS LINE WITH YOUR PAPER IDENTIFICATION NUMBER (DOUBLE-CLICK HERE TO EDIT) < 
 

3 

initially coded directly on the ATMEGA and configured from 
the GumStix [4]. 

The use of two bus-linked computational platforms, one 
designed for maximum battery life and one for high 
performance operation appeared promising. However, our 
initial low-power platform proved somewhat inflexible and, 
due to the manner in which the GumStix and RoboStix 
interface, it was not possible to fully power-off the GumStix, 
only to place it into ‘sleep mode’, which still consumed 
significant power. We tackled this problem in GridStix 2.0 
(see below) by integrating the GridStix with a mature low-
power mote platform: Dust Network’s 2135 Dust mote [9].  
 

C. GridStix 2.0: A Highly Configurable Mote 

As with our previous home-brew boards, the Dust 2135 
mote is capable of acting as either a Network Interface Card 
for the GumStix or as a complete low power WSN platform. 
However, Dust motes are far more flexible than our own low-
power mote platform and offer better control over the 
actuation of the attached GumStix. We refer to the combined 
GridStix/Dust platform as GridStix 2.0.  

The Dust 2135 motes implement a so-called Time 
Synchronized Mesh Protocol (TSMP) [10]. TSMP is a purely 
time-synchronized protocol. As motes only have to listen for 
incoming traffic in their allocated time-slots, and collisions 
should not occur, retransmissions are minimized and power 
consumption is significantly reduced. Conversely as nodes 
must wait for a time-slot before transmitting, communication 
incurs higher latency than Carrier Sense Medium Access 
(CSMA) based protocols such as those based on B-MAC [11]. 
Joining a TSMP network is also a relatively power-hungry 
operation as nodes must listen to an entire sequence, or ‘frame’ 
of time slots to pick up the timing sequence. That said, neither 
of these disadvantages is problematic for our application as 
node joins are rare and outside of a flood event, the 
transmission of sensor data is latency-tolerant at such a fine-
grained level . 

Management of the Dust network occurs through a 
specialized ‘manager’ mote which controls basic WSN 
functionality such as scheduling sensor readings, actuating 
attached devices and monitoring mote and sensor status. This 
allows us to use the Dust motes in one of two basic roles: 
Firstly, as each Dust mote provides analogue sensing channels, 
they can be used to implement a stand-alone WSN; secondly, 
each Dust mote can be used as a serial network interface for its 
attached GridStix. 

Each GumStix can be actuated by its attached Dust mote 
and vice-versa, allowing the system to operate in three modes 
(i) a low-power Dust-only mode; (ii) a computationally-
capable configuration where the Dust mote provides low 
power networking for the GumStix; and (iii) a feature-rich 
GridStix 1.0 mode which provides both high performance 
computation and flexible networking. Section III discusses 
how Open Overlays is used to harness and manage these 
options and support dynamic reconfiguration between them. 

GridStix 2.0 is evaluated in section IV. 

III.  SOFTWARE PLATFORM 

Under the GridKit model, the various facets of WSN 
functionality are implemented as independent component 
frameworks [5] that are available at run-time as first-class 
entities. This approach facilitates dynamic reconfiguration 
through run-time component replacement/ deletion/ addition/ 
reconnection, as well as enabling developers to use a common 
software base to build a wide variety of middleware 
configurations ranging from complex back-end cluster-based 
flood modeling, to stripped-down deployments suitable for 
execution on embedded hardware such as GridStix. 
 

A. Component Frameworks in Open Overlays 

In our component framework model [12], each framework 
has a reflective ‘meta-interface’ that enables inspection and 
dynamic adaptation of the internal ‘architecture’ of the 
framework in terms of its local components and their 
interconnections. Additionally, the integrity of each 
components framework (hereafter, CF) is maintained in the 
face of dynamic change, using developer-specified 
architectural rules plugged into the CF [13]. 

To manage reconfiguration, which is mainly effected by 
inserting ‘plug-in’ components into the CF, CFs use the 
‘configurator’ pattern. A configurator is assigned to each 
framework instance, and acts as a unit of autonomy for making 
decisions about when and how to change the framework. Each 
configurator maintains a set of local policies for its framework 
and is connected with the Open Overlays ‘context engine’ [6] 
to receive relevant environmental events that may act as 
reconfiguration triggers. Communication between the 
configurator and the host framework occurs through the 
reflective meta-interface. This separation of the configurator 
allows different configurators and policies to be used for 
different framework types. Typical configurator policies use 
the Event-Condition-Action pattern. When an event is 
detected, it triggers the corresponding action, which is of the 
form of a set of component inserts, deletes, disconnects, 
connects, or replaces. 

We thus support the development of rich middleware 
frameworks through component composition and allow 
components within these frameworks to be dynamically 
reconfigured. Of particular significance in the context of 
WSN-based flood monitoring is the Open Overlays CF, which 
provides overlay based virtual networking support. This is 
discussed in section III.B. 
 

B. The Open Overlays Framework 

The Open Overlays CF offers rich support for virtual, 
overlay-based, networking. Like all OpenCOM CFs, it may be 
reconfigured at run time, allowing networking functionality to 
be adapted to suit the present demands of the environment. 
The Open Overlays CF accepts ‘plug-in’ components that offer 
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various types of overlay-related behaviour, from network-level 
protocols such as TSMP or 802.11b to application-level 
spanning trees for the dissemination of data from sensor nodes 
to the gateway. Furthermore, multiple overlays can be 
supported simultaneously, and overlays may be stacked on top 
of each other. Overlay plug-ins are themselves mini-CFs, each 
of which follows a control/ state/ forward separation of 
concerns: 

 

�  A Control sub-component manages cooperation 
between nodes to build and maintain an overlay-
specific network topology. 

�  A Forwarding sub-component determines how nodes in 
the overlay routes messages over the topology. 

�  A State sub-component is maintained for each overlay; 
e.g. containing neighbour nodes or other node state. 

  
As each element of the Open Overlays CF exposes 

standardized OpenCOM interfaces, overlays may be freely 
composed or reconfigured at run-time. Furthermore, it is 
possible to mix and match compositions so that, for example, 
alternative Forwarding components can be used with the same 
Control component (i.e. to support different data propagation 
strategies over a common virtual topology).  

Our experiences with the flood monitoring scenario have 
led us to make a number of extensions to the Open Overlays 
middleware in terms of (i) developing new overlays and (ii) 
supporting distributed reconfiguration. These issues are 
discussed in sections III.C and III.D respectively and are 
followed in section IV by a discussion of how Open Overlays 
has been extended to support the GridStix 2.0 platform. 

 

C. Development of WSN Overlays 

Supporting our flood monitoring application scenario has 
necessitated the development of a number of new overlay 
implementations for the Open Overlays CF and specifically a 
family of spanning-tree protocols. The first spanning tree 
overlay we developed was based on Dijkstra’s algorithm. 
Experimentation showed that this spanning tree could be 
optimised according to one of two alternative (and conflicting) 
metrics: power-efficiency (shortest path) or minimum latency 
(fewest hop). To support these conflicting strategy, two 
separate ‘control’ elements were developed for the Dijkstra 
overlay. By reconfiguring which control component was used, 
the network could be changed at runtime between a low 
latency fewest hop tree and a low power shortest path tree. 
Thus, it was possible to optimize the system in the face of 
changing environmental conditions [6]. 

But a significant drawback of the Dijkstra spanning tree 
implementation was that it was centralised, and thus the 
gateway node which drives the building of the tree constituted 
a single point of failure in the network. To address this 
problem, we developed a fully distributed spanning tree based 
on the Bellman-Ford algorithm [13]. Bellman-Ford spanning 
trees have no single point of failure and are therefore 
significantly more robust than the Dijkstra tree. However, as 

the structure of the Bellman-Ford tree is computed in a 
distributed fashion, meaningful reconfiguration of the tree 
necessitates coordinated support for distributed 
reconfiguration (previously, reconfiguration operations were 
managed centrally from the gateway node). Section III.D 
discusses how Open Overlays was extended to support 
coordinated distributed reconfiguration. 

 

D. Supporting Distributed Reconfiguration 

Coordinated distributed reconfiguration is required for 
many forms of WSN adaptation, including reconfiguration of 
distributed network protocols as just described in section III.C. 
Open Overlays provides inherent support for local 
reconfiguration through the OpenCOM component model as 
described in section III.A. Support for coordinated dynamic 
reconfiguration has since been implemented through the use of 
so-called distributed CFs. 

A distributed CF is a set of local CF instances of the same 
type, which may be spread across a set of coordinated devices; 
e.g. nodes in the Bellman-Ford overlay. The design of the 
distributed framework follows the same basic principles as 
local frameworks: reflection is used to support inspection and 
adaptation of the software, and configurators are used to 
enforce autonomic actions. 

Each distributed framework maintains a basic Meta-Object 
Protocol (MOP) that reifies information about the contents of 
the framework in terms of the node members. The MOP 
enables the inspection, insertion and deletion of local 
framework elements for any distributed framework. Meta-
information can be reified to various locations and it does not 
necessarily need to be stored at every node - it may instead be 
stored on the gateway node, or some subset of nodes. Our 
current MOP implementation uses the scalable membership 
protocol – SCAMP [14]. Individual frameworks may have 
more than one configurator (e.g. there could be one on every 
node), and therefore consensus protocols are used to ensure 
that all members of the framework agree on an action to 
perform. We are currently investigating the introduction of 
selectable and replaceable consensus algorithms. More 
information on Open Overlay’s distributed reconfiguration 
support can be found in [13]. 
 

IV. THE DUST OVERLAY CF 

To support GridStix/Dust integration as described in 
section II.C, we have developed a ‘Dust overlay’ CF along 
with various support mechanisms. The Dust overlay follows 
the standard control/state/forward abstraction; however the 
implementation is relatively straightforward as the Dust motes 
themselves manage maintenance of the TSMP network 
structure (cf. the Control component). As previously 
discussed, Dust motes fulfill three distinct roles, each of which 
is best suited to specific environmental conditions: 
 
�  Dust Only: In this mode, Dust motes act as a stand-alone 

WSN that is capable of relaying data from pressure and 
conductivity sensors, though not of supporting image-



> REPLACE THIS LINE WITH YOUR PAPER IDENTIFICATION NUMBER (DOUBLE-CLICK HERE TO EDIT) < 
 

5 

based flow measurement or on-site flood modeling. Dust 
motes in this mode also act as actuators for their attached 
Gridstix. 

�  Dust Networking for GridStix: In this mode, Dust motes 
act as a NIC for their attached GridStix, which performs 
all sensing and computation. In this mode, the Dust mote 
provides a low-power, though low bandwidth, TSMP 
networking substrate. This mode is best suited for 
supporting on-site flood modeling, which has significant 
computational requirements, but low bandwidth 
requirements. 

�  GridStix Only: In this mode, the Dust mote is deactivated 
and 802.11b networking is activated. This mode is best 
suited for supporting image-based flow measurement, 
which requires high performance computation and 
significant bandwidth. 

 
The Dust overlay also extends the networking functionality 

provided by Dust motes. The core TSMP implementation 
supports dissemination of data from motes to a centralised 
Dust manager and vice-versa; however it does not support 
message passing between motes. In combination with simple 
routing extensions installed on the manager, the Dust overlay 
now provides support for mote-to-mote messaging as well as 
network-wide broadcasting. The packet structure of an 
extended TSMP packet is shown in Figure 2 below: 
 
 
 
 

 
 
 
 
 

Figure 2 – Extended TSMP packet structure 
 

Of the fields that are not required by the Dust mote’s 
implementation of TSMP, the packet structure breaks down as 
follows:  

 
Table 1 – Extended TSMP Packet Structure  

Byte 2 TSMP address of originating node. 

Byte 3 TSMP address of destination node. 

Byte 4 
Message Type ((un)reliable mote-to-mote 
messaging and (un)reliable broadcast). 

Byte 5-N Message payload of up to 72 Bytes. 

 
In terms of the control/forward/state pattern the Dust 

overlay’s Control component manages initialization of the 
serial link to the Dust mote along with activation and 
deactivation of Dust networking; the Forwarding component 
manages the construction and transmission of extended TSMP 
packets; and the State component stores serial port 
configuration data along with the Dust mote’s TSMP and 
MAC addresses. 

As Dust networking is now encapsulated in a standard 
overlay CF, it can easily be used in network compositions. For 
example, the Dust overlay could itself be overlaid with an 
application level spanning tree to support the dissemination of 
data between nodes participating in on-site flood modeling. 

 

A. Exploiting Overlay Reconfiguration 

Examination of the Dust overlay once again reveals the 
benefits of a component-based network abstraction. An Open 
Overlays implementation of the core mote-to-manager TSMP 
protocol is developed simply by implementing a second Dust 
forwarding component and re-using the existing Dust control 
and state components. As components are re-used, the 
implementation is efficient in terms of both development 
complexity and memory footprint, as explored in section IV. 

As is clear from figure 2, the core mote-to-manager TSMP 
implementation requires just 5 bytes of header data, while our 
extended TSMP protocol requires an additional 3 bytes – an 
increase of 60% in message overhead. This increased overhead 
leads to reduced throughput and increased power consumption 
for mote-to-manager communications (though it enables mote-
to-mote messaging). Thus, by reconfiguring the Forwarding 
component of the Dust overlay it is possible to either optimize 
the Dust network for mote-manager communication or provide 
support for mote-to-mote communication. 

 

B. Complexity and Memory Footprint 

As reported in [6], the Open Overlays CF has proven a 
compact and efficient abstraction for the implementation of 
diverse networks at all levels from the physical to the 
application level. Table 2 provides an analysis of our Dust 
overlay implementation in terms of lines of code. From this it 
can firstly be seen that the Dust overlay implementation is 
compact, and that the additional ‘core’ implementation of 
TSMP requires just 422 additional lines of code - a significant 
reduction in development complexity and footprint when 
compared to a monolithic re-implementation of the Dust 
protocol. The supporting Open Overlays software is itself also 
very compact. Common Open Overlays functionality 
consumes an additional 24KB of flash memory, while the 
OpenCOM component model kernel consumes just 52KB. 

 
Table 2 – Complexity and Memory Footprint 

 

Element Lines of Code 

Dust Overlay 1025 

- Control  - 162 

- State  - 19 

- Forward (core)  - 422 

- Forward (extended)  - 422 
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C. Reconfiguration and Power Consumption 

Section II.B described the reconfigurable hardware 
platform of the latest GridStix (v2.0), and section III.B 
discussed the Open Overlays framework’s support for dynamic 
reconfiguration. This section now provides some context on 
the extent to which reconfiguration can be used to manage the 
power consumption of the GridStix 2.0 platform. 
 
 

Table 3 – Power Consumption 
 

Radio Mode 
RX TX 

Idle 

Dust Only 22mA 50mA 10mA 

GridStix / Dust 94mA 122mA 72mA 

GridStix / 802.11b 164mA 340mA 122mA 

 
As can be seen in table 3, the power profile of each of the 

three modes of operation is significantly different. By 
reconfiguring to a Dust-only network during quiescent 
conditions the lifetime of the network can be increased by an 
order of magnitude (compared to GridStix v1.0). Similarly, to 
support the high computation but low bandwidth requirements 
of on-site flood prediction, Dust motes may be used as a NIC 
by the attached GridStix. Finally, during periods in which both 
high computation and networking performance are required 
(such as for image-based flow measurement) the system can 
revert to a powerful GridStix profile with 802.11b networking. 

 

D. Future Work 

In the immediate future, our work will focus on analyzing 
the potential benefits of dynamically relocating computation 
within the flood monitoring scenario. For example, on-site 
flood modeling may be distributed across all nodes in the 
system, or a subset of nodes, or may run centrally at a powered 
gateway location. While fully distributed modeling is expected 
to be more resilient to node failure, table 3 shows that 
supporting in-network distributed computation comes at a 
significant cost in terms of power. Support for the dynamic 
relocation of computational processes requires extensions to 
support the re-distribution of relevant state-data along with 
support for the check-pointing of long-running computational 
processes such as flood modeling. 

As the deployment of GridStix at the new site on the River 
Dee is completed, we will also undertake a detailed evaluation 
of the GridStix 2.0 platform in terms of performance, 
resilience and power consumption. As reported in section IV, 
our initial results are encouraging. 
 

V. RELATED WORK 

Aside from the small number of WSN-based flood 
monitoring systems that are in existence, related middleware 
research falls into three main categories: (i) specialist 
middleware platforms for mobile systems and wireless sensor 

networks; (ii) reconfigurable middleware; and (iii) overlay 
networking middleware. 
  

A. WSN-Based Flood Monitoring 

Like the environmental monitoring scenario described in 
this paper, the Hydrowatch project at U.C. Berkeley uses a 
wireless sensor network to gather data, which is then used as 
input to compute-intensive environmental models. However, 
Hydrowatch focuses on the low-level issues of power 
management [15] for sensor network based environmental 
monitoring, rather than the associated middleware issues. The 
Floodnet project at the University of Southampton uses a 
platform similar to GridStix 1.0 to support flood monitoring on 
a tidal river. Floodnet has also investigated the reconfiguration 
of sensor nodes based upon prevailing conditions; however, 
reconfiguration in FloodNet is limited to re-parameterization 
of an existing sensor behaviour model [16]. 
 

B. Specialist Middleware 

Apart from Open Overlays, a number of other middleware 
platforms have also been developed to support embedded and 
mobile computing, including context-aware and adaptive 
technologies [17]. In fact, there is currently strong interest in 
middleware for sensor networks. This is a relatively new 
development building on early experiences with operating 
systems in this area. In general, middleware approaches for 
wireless sensor networks seek to provide abstract 
programming models that offer a more global distributed 
systems management perspective, often enabling multiple 
applications to co-exist and share the underlying sensor 
infrastructure. A good taxonomy and recent survey of 
middleware for sensor networks can be found in [18]. 
Specialist middleware approaches (as opposed to our generic 
framework-based approach) have a number of significant 
limitations. In particular, due to the lack of a common 
architectural framework, these systems do not help with 
interoperability and offer no support for the re-use of software 
in other domains. 
 

C. Reconfigurable Middleware 

There has been considerable interest over the last decade in 
techniques that support configurability and reconfigurability in 
middleware. Such techniques typically rely on structural and 
behavioral reflection. Along with Open Overlays, key 
reflective middleware platforms include ExORB [19], Arctic 
Beans [20] and RAPIDWare [21]. Open Overlays follows this 
general approach, with reflection at the heart of the Open 
Overlays approach.  
 

D. Overlay Networking Middleware 

A growing number of initiatives from the networking 
community have focused on the development of frameworks to 
support overlay software. iOverlays [22] was an early attempt 
to define a framework for the support of overlay networks. 
iOverlays is low-level software cross-connect that forwards 
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messages according to a script that embodies the semantics of 
a particular overlay. Other solutions target the declarative 
description of overlay networks and the subsequent automatic 
generation of code to implement the desired virtual network 
abstraction [23]. However, there is little or no work on the 
management of overlays following specification and 
specifically reconfiguration of overlays as context changes. 

 

VI. CONCLUSIONS 

This paper has presented a discussion of the evolution of 
the GridStix WSN platform. In terms of hardware, our 
philosophy has moved away from the ‘one-size-fits-all’ 
approach of GridStix 1.0 towards a more configurable 
hardware platform in GridStix 2.0. The paper has also given a 
brief overview of the Open Overlays middleware and 
described how this has evolved, including the recent addition 
of new WSN overlays and support for coordinated distributed 
reconfiguration. Finally, we introduced the Dust overlay CF. 
Analysis of our Dust overlay implementation has once again 
illustrated the appropriateness of the Open Overlays 
control/forward/state abstraction along with the benefits of a 
component-based approach to WSN networking, which 
promotes re-use and reduces development complexity. In 
broader terms, our experiences with the GridStix platform 
illustrate the potential benefits that reflective and 
reconfigurable middleware hold for systems such as wireless 
sensor networks which must adapt to dynamically changing 
environmental conditions to maintain optimal performance. 
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