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Abstract

Multimedia applications and interfaces will radically change the way computer systems will
look like in the coming years. Radio and TV broadcasting tend to assume a digital format
and their distribution networks will be integrated to the Internet. The existing hardware and
software infrastructure, however, is unable to provide all the scalability and quality of service
that these applications require.

In our previous work, we developed a framework for building scalable and flexible multimedia
distribution systems that greatly improves the possibilities for the provision of quality of service
in large-scale, wide-area networks.

In this paper, we identify some significant problems that limited the usability of our previous
framework. We propose mechanisms for attacking these problems and describe how we are using
configuration agents and a CORBA-based framework for providing efficient code distribution,
dynamic reconfiguration, and fault-tolerance to our multimedia distribution framework.
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1 Introduction

Multimedia interfaces will play a fundamental role in human-computer interaction in the next
generation computer systems. Systems will gradually abandon dull interfaces based on text and
static graphics and move towards a more interesting look based on audio, video, and animations. In
particular, we can expect the migration of services such as radio and TV to the personal computer.
In one decade, there will probably be no distinction among the telephone, radio, TV, and data
networks; in some decades, no distinction between computer and dedicated radio and TV receivers.
Everything will be tied together on an extension of today’s Internet.

The Internet as we know today, however, is not suited for the distribution of high-quality
multimedia to a large number of clients. A number of changes in the hardware and software that
currently support the Internet will have to occur. We need systems to better control large numbers
of multimedia flows with, at least, some minimal support for Quality of Service.
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In the past years, we have been working on architectures for distributing digital multimedia con-
tent through the existing Internet and intranet infrastructures utili ing commodity personal com-
puters. This approach has been previously adopted by groups dealing with the MBone SR and
audio/video streaming systems CTC , TCC . We noticed, however, that existing MBone
and unicast solutions did not provide the degree of control, flexibility, and the possibilities for QoS
management we were seeking. Thus, we decided to create a new distribution framework, bene ting
from existing technologies, but also extending their functionality.

We developed an ob ect-oriented multimedia distribution system in C CT which
demonstrated that it is possible to use the existing Internet to distribute low-bandwidth multimedia
to thousands of simultaneous users. But, this work also pointed out to the di culties in managing
such a large-scale system and keeping it available. Our experience showed the necessity for a better
support for dynamic recon guration, distribution of code updates, and provision of fault-tolerance.

This paper describes our ongoing work in this area which addresses the problems we encountered
in the past. Our solution is based on recon guration agents and on the rei cation of dependen-
cies among the distributed system components using a CORBA-based framework for dependence
representation.

Section describes the completed version of our system and discusses our experience with it.
In section , we describe how we use recon guration agents and the rei cation of inter-component
dependence to solve practical problems. We, then, discuss the current status of our implementation
and future extensions to our research in section . inally, in section we discuss related work
and present our conclusions in section

r 1iou or

We achieved the required degree of flexibility and scalability in multimedia distribution by using a
dynamic network of which can be remotely monitored and con gured. Reflector admin-
istrators manage a and are able to remotely inspect statistics about bandwidth
utili ation, user accesses, and accounting. Administrators can also dynamically recon gure reflec-
tor policies and the distribution network topology.

The Reflector is the key component of the distribution framework. It acts as a relay, receiving
input data packets from a list of trusted sources and forwarding these packets to other reflectors
or to end-user clients.

ata packets are arranged in logical groups called , each channel containing multi-
track data for di erent applications such as video and audio conferencing, live high-bandwidth
M E broadcasting with conventional TV quality, stored low-bandwidth . video and SM
audio, news in TM format, current stock values, etc. Clients and administration programs
can connect to a reflector in order to get information about available channels, load, bandwidth
utili ation, historical statistics, etc.

The Reflector etwork topology is determined by each Reflector’s con guration. This informa-
tion speci es input and output connections, access privileges, maximum allowed number of users,
etc. It is stored in a database controlled by the Reflector Administrator. igure depicts a Re-
flector network that distributes two video streams in di erent channels. In this gure, two capture
stations send their video streams to master Reflectors; the streams are distributed until they
reach public Reflectors to which end-user clients can connect and receive the stream.
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pon startup, each Reflector connects to one of the and requests its own
con guration information. pon receiving the information, it sets up all speci ed connections and
prepares to provide the requested service.

In order to provide fault-tolerance, Reflectors can accept redundant inputs for the same channel
from several sources. The Reflector assumes that one of them is the primary source and ignores
the data coming from other redundant sources. If any error in the connection with the primary
source is detected or if this source remains silent for a pre-de ned period of time, the Reflector
automatically switches to the next source in its redundancy list.

Ssr o ro 0 Os

In order to support di erent types of inter-reflector communication protocols transparently, we
encapsulated the concept of a network connection into an abstract C class named
that de nes the basic interface for all types of network connections used by the Reflector. This
abstract class implements some of its own methods, but the ma ority of the connection-related
code is implemented by its subclasses: , , ,
etc.

All control information and meta-data is sent through reliable TC connections. Multimedia
data is typically sent through unreliable connections in order to achieve a higher throughput.

The reflector currently supports multimedia input based on both and I -Multicast. Output
connections can be based on , I -Multicast, or TC . In our large-scale broadcast experiments
cT , connections were used between reflectors and TC connections sending TT

streams between reflectors and end-user clients.
Most of the Reflector’s code deals with ob ects of type and is not aware of the

’s underlying implementation. The actual connection type is speci ed when the con-
nection is created and does not need to be known after that.
This approach allow programmers to plug in customi ed subtypes by providing
their own implementation of the , , , , , and methods, adding
speciali ed functionality.



This technology was utili ed in the live broadcast of ASA’s ath nder mission CE
uring this broadcast which lasted for several months more than one million live video sessions
were delivered to do ens of di erent countries across the globe by a network of more than  reflec-
tors spread across ve continents. End-users could watch the video stream simply by pointing their
web browsers to selected locations. A ava applet containing the video client was automatically
downloaded; it connected to the reflector transparently, received the video stream, decoded it, and,
nally, displayed it to the user in real-time.
uring this broadcast, we experienced three ma or problems:

. As the code had not been tested in such a large scale and in so many di erent platforms,
we found many programming errors both in the Reflector code and in the client applet.
Surprisingly, xing the error was, sometimes, easier than updating the code in the do ens
of machines that formed the distributed system. The same problem occurred when a new
version of the Reflector, with added functionality, was released. System administrators had
to manually connect to do ens of machines, upload the new code, shutdown the old version
and start the new one.

. In many cases, we had to recon gure the reflector network by dynamically changing the dis-
tribution topology, or by setting new values to the reflector con guration parameters e.g.,
maximum number of users, number of multimedia channels, etc. . The con guration infor-
mation for the reflectors was stored in a centrali ed location. After updating this centrali ed
database, we had to connect to each of the reflectors and instruct them to download their
updated con guration. This process was tiresome and error prone.

. As described in . , the previous version of the Reflector supported fault-tolerance by using
redundant streams which led to an extreme waste of bandwidth. The redundant streams
were always transmitted even when they were not used.

In the next section we describe how our new design addresses these three problems, leading to
a more € cient, manageable, and reliable system.

o in ¢t ro

In the new version of the Reflector we are currently developing, we decided to take a di erent
approach for distributed management. irst, instead of using an protocol for recon guration
based on TC streams as we did before , we are using well-de ned OM 1 interfaces that
de ne exactly how an ob ect can interact with the Reflector. The I  interfaces also facilitate the
development of other applications and tools that need to communicate with the Reflector in order
to get information about its state and performance, to know what the services it o ers are,
or to recon gure it. By using CORBA, programs written in di erent languages and running on
di erent platforms can easily interact with the Reflector. We, now, describe how our new design
addresses the problems described in the previous section.

We recently developed a middleware infrastructure to support both code distribution and the recon-
guration of distributed systems e ciently CS . This infrastructure is composed of modi ed



CORBA ORBs that export a recon guration interface which can be used to upload executable

code, dynamically load components into the system runtime, change the con guration pa-
rameters of application components, and modify the internal architecture of component-based
applications.

The infrastructure also includes the support for which work as smart

capsules that traverse a network of distributed ORBs speci ed by the application administrator.
These agents contain a directed graph representing the order in which the ORBs are to be visited
and a list of recon guration or inspection commands that are processed by each of the ORBs in
their path. The results are collected and returned to the application administrator by following
the reverse direction of the paths de ned by the directed graph.

This infrastructure is all we needed to solve the two initial problems in the previous Reflector de-
sign and implementation. The recon guration interface supports the operations _
and _ _ which can be used for code distribution and application
recon guration, respectively.

sing a graphical user interface, the Reflector administrator can build a recon guration agent
to carry a new implementation of Reflector components. One of the I windows allows the
administrator to draw the vertices and edges of a directed graph that speci es the collection of
Reflectors that will receive the new code and the way in which this code will be transmitted. Before
doing that, however, we need to reorgani e the implementation of the Reflector code, breaking it
into dynamically loadable components. It seems that this will not be a signi cant obstacle because
our middleware infrastructure provides all the support for managing dynamic linking. Besides,
although the code is now statically linked, it was organi ed in a ob ect-oriented way with loosely
coupled components interacting via well-de ned interfaces which facilitates the splitting of the
reflector code into dynamically loadable components.

Again using the I, the Reflector administrator can send state inspection or recon guration
commands to subsets of the Reflector network. In both cases, the administrator speci es the
distribution topology only once. The underlying infrastructure takes care of establishing all the
connections and distributing the agents. The operation results are combined and returned to the
administrator who can then verify the results of all operations in all Reflectors and take care of
individual failures, if there are any.

The problem of fault-tolerance is slightly more complicated. We want to maximi e the availability
of the distribution system while not relying on redundant data transmission which leads to waste
of bandwidth.

We considered, initially, a solution in which all the information about fault recovery would be
placed in a centrali ed database accessible by the con guration server. When a Reflector  detects
that one of its inputs is silent for too long, it would contact the con guration server and request the
address of a reflector ~ from which it could receive the missing streams. The con guration server
would return this information and contact , recon guring it to send data to . The advantage
of this approach is that very little information is stored on the Reflectors, all the fault-recovery
information and policies are centrali ed in a single location, facilitating the manipulation of this
information by a single entity: the con guration server.

The second solution we considered was to store fault recovery information on the Reflectors
themselves. That is, each Reflector would store, for each set of multimedia channels, a list of
alternate Reflectors that could be used as backups. The advantage of this approach is that is
does lead to a single point of failure and does not impose an extra load on the possibly already



overloaded con guration server. This solution may be more di cult to implement but it tends to
be more scalable.

We decided, then, to perform our rst experiments with the second approach, i.e., distributing
the knowledge over the Reflector network and making the Reflector aware of its dependence rela-
tionship with other entities in the system. Reflectors are able to make recon guration decisions
by themselves, without relying on a centrali ed entity. They may contact a central administration
point, but they do that to report a recon guration, not to ask what to do in case of failure.

Each Reflector contains an ob ect of the type C  which stores a
list of entities on which the Reflector depends as well as a list of entities that depends upon the
Reflector.  ependencies are stored as a list of CORBA IORs Interoperable Ob ect References
and they include all the alternate inputs for the multimedia channels. The
framework is a result of our ongoing h work on dynamic con guration of distributed systems
based on the rei cation of inter-component dependence. The multimedia distribution system serves
as a perfect testbed for demonstrating our h thesis.

On one hand, by being aware of its own dependence relationships, a partially faulty Reflector
may be able to inform the entities that depend on it of its inability to carry out its task, accelerating
the recon guration process of those other entities. On the other hand, when detecting a failure in
one of its inputs, a Reflector can quickly request an alternate input by using the IORs stored in
its dependence lists.

I nt tion t tu nd utur or

We have a working version of the Reflector that does not yet implement the improvements de-
scribed in section . The code distribution and dynamic recon guration infrastructure based on
recon guration agents is already working. A CORBA implementation of the

framework for inter-component dependence rei cation is available at

We are, now, working on integrating these mechanisms into a new version of the Reflector and
we expect to have a working prototype by August

As a future improvement to the system, it would be very useful to implement an intelligent
management of data flow among Reflectors and between Reflectors and end-user clients. In the
current implementation, a bandwidth control subsystem is used to measure the bandwidth uti-
li ation and it could be used to limit the number of users who can access a particular Reflector
dynamically. This bandwidth control subsystem could also be used to redirect multimedia flows
to traverse di erent paths in the network dynamically and to select which Reflector should be
used by each client based on the client location and on the Reflector loads.

td or

Although there are other reflector-like systems for multimedia distribution e.g., White ine’s
for al | scienti c literature on this topic is scarce.

Our research bene ts from and builds on previous work on 1 -Multicast ee  and the Internet

MBone SR . The MBone is a virtual network that is layered on top of the Internet to support

routing of I -Multicast packets. It is composed of islands that can directly support I -Multicast

e.g., multicast A s connected by multicast-capable routers , linked by virtual point-to-point

links called . The system described in this paper can be seen either as extending the



MBone capabilities or, since we also support I -Multicast as a set of tools for managing MBone
broadcasts.

Orei y and Taylor OT  have identi ed the need for an explicit representation of system ar-
chitecture in order to support consistent, dynamic recon guration. In their model, components
interact with each other through that are used both for communication and for rep-
resenting the dependencies among groups of components. owever, because connectors are also
used for group communication broadcasting asynchronous messages , sometimes the model does
not make it clear if two components linked by a connector really depend on each other.

Valerie Issarny’s group at IRISA, rance has worked on a  ynamic Recon guration Service for
CORBA BIS . A centrali ed ynamic Recon guration Manager =~ RM maintains a represen-
tation of the distributed system architecture, receives requests for recon guration and invoke the
proper distributed components to carry out the recon guration. Maintaining application consis-
tency is the responsibility of the application. The infrastructure guarantees that the semantics of
the R C is kept consistent even if components are replaced on-the-fly.

Both of these approaches are similar to ours and could be used to address the problems with
the multimedia distribution system. We opted for our solution, however, because it is based on the
CORBA standard and does not rely on a centrali ed recon guration manager that could become
a bottleneck and a single point of failure.

onc u ion

Multimedia applications dealing with large-scale, real-time streaming will become commonplace
in the next generation computer systems. The existing hardware and software infrastructure,
however, does not provide the high degree of flexibility, con gurability, and scalability required by
these applications.

In a previous work, we developed a flexible and scalable multimedia distribution framework and
experimented with it extensively in wide-area networks. In this paper, we identi ed three ma or
problems with that implementation, namely, the lack of e cient mechanisms for code distribution,
dynamic recon guration, and fault-tolerance. We proposed solutions to these problems and de-
scribed our ongoing work in addressing them using recon guration agents and a CORBA-based
framework for inter-component dependence representation.

We expect to have a working prototype of the system by August and we believe it has
a potential to greatly influence the next generation of scalable multimedia distribution systems.
Besides, the methods we describe in this paper do not apply only to multimedia systems, they give
signi cant insights on how to manage large, distributed, component-based systems with respect to
dynamic recon guration, code distribution, and fault-tolerance.
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